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Kdb+/tick Architecture
The diagram below gives a generalized outline of a typical Kdb+/tick architecture, followed by a brief explanation of the various components and the through-flow of data.
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Basic Overview

· The Ticker-plant, Real-Time Database and Historical Database are operational on a 24/7 basis.

· The data from the data feed is parsed by the feed handler.

· The feed handler publishes the parsed data to the ticker-plant.

· Immediately upon receiving the parsed data, the ticker-plant publishes the new data to the log file and updates its own internal tables.

· On a timer loop, the ticker-plant publishes all the data held in its tables to the real-time database and publishes to each subscriber the data they have requested.  The ticker-plant then purges its tables.  So the ticker-plant captures intra-day data but does not store it.

· The real-time database holds the intra-day data and accepts queries.

· In general, clients which need immediate updates of data (for example custom analytics) will subscribe directly to the ticker-plant (becoming a real-time subscriber).  Clients which don’t require immediate updates, but need a view the intra-day data will query the real-time database.

· A real-time subscriber can also be a chained ticker-plant.  In this case it receives updates from a ticker-plant (which could itself be a chained ticker-plant) and publishes to its subscribers.  This will reduce latency through the system.

· At the end of the day the log file is deleted and a new one created, and the real-time database saves all it’s data to the historical database and purges its tables.

Feed Handler

The feed handler is specialized Kdb+ process which connects to data feed and it retrieves and converts the data from the feed specific format into a Kdb+ message which is published to the ticker-plant process.

Ticker-plant
The core component of Kdb+/tick is the ticker-plant database, a specialized Kdb+ application that operates in a publish & subscribe configuration. The ticker-plant acts as a gateway between a data feed and a number of subscribers, by performing the following operations:

1. Receives the data from the feed handler.  The ticker-plant stores the data in memory for a shore period of time which is configurable.

2. It logs updates to disk for recovery from failure and updates any subscribers. 

3. The clients subscribe to the ticker-plant rather than the real-time database. Once subscription has been made, the client will receive all subsequent updates.  The real-time database is merely a replication of all the data in the log file. 

4. At day end, the ticker-plant sends an end-of-day message to the real-time database which causes the real time database to save all the intra day data to the historical database and reset its tables.  This message is also sent to all subscribers which can act on it accordingly.  The log is also deleted, and a new one created.

5. The effect of is this is that the ticker-plant, the real-time database and the historical database are operational on a 24/7 basis.

6. The latency between the feed and the data being written to the log is less than 1 millisecond.

Although Kdb+/tick comes in a number of pre-defined configurations, practically all of the described operations can be fully customized to handle different types of data.

Since the ticker-plant is a Kdb+ application, its tables can be queried using q like any other Kdb+ database. However, to ensure fail-safe and real-time operation, it is advisable that the ticker-plant is only queried directly for testing and diagnostic purposes. All ticker-plant clients should only have access to the database as subscribers, and these Kdb+ subscribers (see next section) used as database servers.
Real-Time Subscribers













Real-time subscribers are processes that subscribe to the ticker-plant and receive updates on the requested data. In general these should be started at the same time as the ticker-plant to capture all of the data for the day, though they can be started later to subscribe for all future updates and possibly to retrieve all of the data collected by the ticker-plant up to that point from the real-time database.

Typical real-time subscribers are Kdb+ databases that process the data received from the ticker-plant and/or store them in local tables. The subscription, data processing, and schema of a real-time database can be easily customized.

Kdb+/tick includes a set of default real-time databases, which are in-memory Kdb+ databases that can be queried in real-time, taking full advantage of the powerful analytical capabilities of the q language and the incredible speed of Kdb+. Each real-time database subscribing to the ticker-plant can support hundreds of clients and still deliver query results in milliseconds. Clients can connect to a real-time database using one of the many interfaces available on Kdb+, including C/C++, C#, Java and the embedded HTTP server, which can format query results in HTML, XML, TXT, and CSV.

Multiple real-time databases subscribing to the ticker-plant may be used, for example, to off-load queries that employ complex, special-purpose analytics. The update data they receive may simply be used to update special-purpose summary tables.

Real-time subscribers are not necessarily Kdb+ databases. Using one of the interfaces above or just plain TCP/IP socket programming, custom subscribers can be created using virtually any programming language, running on virtually any platform.

Chained Ticker-plants

Real-time subscribers can also be chained ticker-plants.  This means that they have subscribers themselves which they publish updates to. 

The use of chained ticker-plants reduces the latency of data through the paths of the system.  It is likely that each chained ticker-plant would operate on a subset of data from its parent ticker-plant, and do some calculations on this data.  In this way, each subscriber in the chain will be acting on an up-to-date a set of processed data. 

Historical Database

The real-time database can be configured to execute an end-of-day process that transfers all the collected data into a historical database. The historical database is a partitioned database composed of a collection of independent segments, any subset of which comprise a valid historical database. The database segments can all be stored within one directory on a disk, or distributed over multiple disks to maximize throughput.

The historical database is partitioned by date, and each database segment is a directory on disk whose name is the date corresponding to the unique date on all data in that segment.

A query of the historical database is processed one segment at a time, possibly in parallel by multiple processes working on different disks. 

The historical database layout can easily be customized, as can it’s stored procedures and specialized analytics. Kdb+/tick is provided in different default configurations according to the type of data collected by the ticker-plant.

Implementing kdb+/tick

The table below outlines the main steps in a standard kdb+/tick implementation with cross references to other parts of this manual. It is not exhaustive but should give an indication of the main areas to consider.

	Task
	Details and Manual References

	Install kdb+ and kdb+/tick
	Installation

	Configure the ticker-plant
	Define the database schema and define and activate the connection to the (various) datafeed(s). Kdb+/tick comes with a number of predefined configuration scripts including two basic equity ticker plants (TAQ and SYM), the Level 2 Ticker-plant and a futures ticker-plant.  (Ticker-plant Configuration) The default handler of kdb+/tick is Reuters ssl but custom feeds and schema can be built. (Custom Ticker-plants)

	Managing the ticker-plant in production
	Personnel tasked with managing the ticker-plants should get some understanding of how the database is partitioned and some of the conventions used (The Ticker-plant). Further consideration will need to be given to issues of scheduling startups and performance optimization (Performance).

	Real-time database subscribers
	Kdb+/tick can be configured to update a number of real-time subscribers. (Real-time subscribers)

	Historical Database Issues
	Historical Database

	Making use of the ticker-plant
	The installation of kdb+/tick is normally designed to take advantage of the power of q.  There may be some requirement to use analytics or interfaces in other languages such as C++ or .net.

	Multiple ticker-plants
	Using multiple ticker-plants


Installation

To install kdb+/tick you need to have a valid licensing agreement with KX Systems. The installation and license files for Kdb+/tick must be obtained directly from Kx Systems. The license file ‘k4.lic’ must be copied into the KDB+ installation directory. The Kdb+/tick distribution file is called ‘tick.zip’, and contains the ticker-plant core and the configuration scripts for a variety of ticker-plant, real-time, and historical databases. 

To install, simply extract the contents of the zip archive under the k4/ directory. Prior to installing Kdb+/tick and Kdb+/taq, Kdb+ must also be installed on the system. On windows the default installation directory is “C:\k4” and under Solaris or Linux is “$HOME/k4”. This location can be controlled via the “KHOME” environment variable. 

For example users with the Windows operating system should unzip this file and install the contents in the C:\k4 folder.

	Directory/file
	Purpose

	C:\k4\tick
	This contains all the q feedhandler and client code. The code within this folder may need to be modified for a number of purposes e.g., 

· taq.txt/sym.txt could be modified to capture different Reuters fields

·  the actual schema scripts sym.q/taq.q which defines the table structure may also need to be changed. 

· ssl.q may need to be modified to provide for different feedhandlers.

· It may also be necessary to add to some of the default subscribers

	C:\k4\tick.k
	This is the module containing all the ticker-plant functionality. On certain occasions this will need to be modified to meet your customized requirements.


For simplicity, the $HOME/k4/ and C:\k4 directories will be indicated as the k4/ directory in the remainder of this document. Also, we will use the “/” as the path separator. Please note the on Windows this is “\” (back-slash). The path from which the commands are executed, instead, will be indicated as the working directory.

A Brief Description of the Scripts

· tick.k
The main ticker-plant script which contains functionality for publishing and subscribing. This receives the data from the feedhandler, immediately updates the log, and publishes to the real-time database and all subscribers on a predefined heartbeat.
· ssl.q (the feedhandler)
This script receives the raw data from the feed, parses it and sends it to the ticker-plant (tick.k). It connects to the feed by dynamically loading a c library containing functions for subscribing to Reuters. This can be configured for many different types of feed by making a few changes to the parsing rules. 
· r.k
This is the real-time database (RDB) which maintains a complete view of the intra day data. On subscription the RDB loads the days tick data up to that point from the log on disk, and then continues to receive updates via TCP/IP. In this way RDB can subscribe at any time during the day without overloading or delaying the plant.

· The scripts which define the schema for the ticker-plant and just contain the table definitions.
taq: 
trade and quote data
sym: 
simplified trade and quote data
fx: 
Forex data
lvl2: 
level2 data
· feedsym.k
This is a simulated sym feed for testing the ticker-plant and would correspond to the sym.q schema.
· sub.k/u.k
These scripts allow for 'chained subscriber implementations' which means that any subscriber to the ticker-plant can itself be a publisher/subscriber server- just like the original ticker-plant.
· c.q

This script contains numerous easily configured sample ticker-plant subscribers.

The Ticker-plant System

Starting the Ticker-plant

A ticker-plant system usually has the ticker-plant, real-time db, historical db, one or more feeds and several clients.  The file test.q included in the tick directory contains a script to start a ticker-plant system.  (Note: This can be used only on Windows. For Solaris and Linux is should be changed to reflect a proper terminal starting command.)

\start q tick.k sym .
-p 5010

\start q tick/r.k 5010
-p 5011

\start q ./sym

-p 5012

\start q tick/c.q vwap 
5010

\start q tick/ssl.q sym 
5010

Explanation

q tick.k sym . -p 5010
This line starts the ticker-plant, using the table schema tick/sym.q.  The general form of it is 

q tick.k SRC DST [-p 5010] [-t 1000] [-o hours]

SRC specifies the schema to be loaded.  sym refers to tick/sym.q and is also the default value.

DST specifies the location of the log file, either locally or remotely, and the real-time replication server.  The log will have the path `:DST/symYYYY.MM.DD, i.e. the schema type with the current date appended, at the location specified by DST.  If DST is not specified, a log is not created and the RDB is not used.  The “.” in the line specified in test.q refers to the current directory.

The –p <port> option enables a q-IPC server listening for incoming subscriptions on the specified TCP/IP port. If no q-IPC port is specified the default port of 5010 is used

The -t <int> option sets the update interval used by the ticker-plant. This value defines the frequency in seconds of how often the ticker-plant publishes data to its real-time subscribers. The update interval defaults to 1000ms(1 sec).  A smaller interval value can be used and will lower latency however one must remember that this can significantly increase CPU usage so it is necessary to monitor the effect of any change to this setting to ensure that there is no risk of the processor falling behind during period of high market activity.

The –o <int> is the offset in hours from GMT.  This defaults to 0.

q tick/r.k 5010 -p 5011

This line starts the RDB on the port specified by –p.  The 5010 specifies the port on which the ticker-plant is running and tells the RDB which port to connect to receive real-time updates.

q ./sym -p 5012

This starts the historical db on the port specified by –p.  The general form of it is 

q DST/SRC –p 5012

Both DST and SRC should be the same as those specified in the ticker-plant start up line.  This is because the ticker-plant will save the historic data to this location, so the historic db should run from the data found in this location.

Configuration 

Kdb+/tick comes with a number of pre-defined ticker-plant schemas, including two basic equity ticker-plants (TAQ and SYM), the Level 2 ticker-plant and an FX ticker-plant. The default feed handler of Kdb+/tick (Reuters SSL) is used by all four configurations.  Whichever schema is chosen, the relevant changes must be made to the feedhandler.

Ticker-plant Configuration

TAQ ticker-plant
The TAQ ticker-plant is the most widely used ticker-plant configuration as it is fully compatible with the other Kx Systems database product, Kdb+/taq, which allows the transfer of TAQ data from the NYSE-issued TAQ CDs to the TAQ historical database (see Kdb+/taq section for more details).
The TAQ ticker-plant can be used to subscribe to NYSE, AMEX and OTC symbols using the Reuters Triarch feed. The Reuters Triarch software must be installed on the system and the user authorized to access the data feed.

The database schema is as follows:

quote:([]time:`time$();sym:`symbol$();bid:`float$();ask:`float$();bsize:`int$();asize:`int$();mode:`char$();ex:`char$())

trade:([]time:`time$();sym:`symbol$();price:`float$();size:`int$();stop:`boolean$();cond:`char$();ex:`char$())
Finally, the list of symbols to which the TAQ ticker-plant receives updates can be configured in the ‘taq.txt’ file in the tick directory. This file must contain one symbol per line.  This can be seen in the sample taq.txt file in the tick directory.

Symbols must include the exchange specification. However, the trade and quote tables store only the symbol in the sym column, while the specific exchange of each trade or quote is stored in the ex column. 

The taq.txt file is only parsed during the ticker-plant start-up. Changes to the list of symbols are then only applied at the when the ticker-plant is restarted, which should be done at the end of the day if required. However, it is possible to force the TAQ ticker-plant to subscribe to new symbols during the trading activity by calling the sub function.  From the moment this function is called, trades and quotes for the newly subscribed symbols will be received through the Reuters feed.  Please note that when the feed handler will restart the subscribe messages must be resent unless the configuration file was updated.

SYM ticker-plant
The SYM ticker-plant is a simplified version of the TAQ ticker-plant that stores trades and quotes for generic markets. The list of symbols must be specified in the ‘sym.txt’ file in the tick directory. By default, the SYM ticker-plant uses the Reuters Triarch feed handler, therefore dynamic subscription using the sub function is also possible, as described for the TAQ ticker-plant. 

The database schema is defined as follows:

quote:([]time:`time$();sym:`symbol$();bid:`float$();ask:`float$();bsize:`int$();asize:`int$())

trade:([]time:`time$();sym:`symbol$();price:`float$();size:`int$())

In the SYM ticker-plant symbols are stored exactly as received from the feed (i.e., including the exchange, if present, thus the missing ex column). The cond and mode columns are also not included in the schema.

Level 2 ticker-plant
The Level 2 ticker-plant is designed to handle NASDAQ Level 2 quotes.
The list of symbols must be specified in the ‘lvl2.txt’ file in the tick directory. Symbols must be valid NASDAQ symbols, without the exchange specification, e.g.

CSCO

AAPL

CTAS

QCOM

At start-up, the Level 2 ticker-plant requests the list of market makers for the subscribed symbols using the Reuters feed and then subscribes to the combined stock symbol and market maker identifier, e.g. CSCOABNA.  Quotes are received through the feed and stored in the following tables:

quote:([]time;sym;mm;bid;ask;bsize;asize)

where the sym column contains the combined stock symbol and the mm column contains the market maker identifier.

FX ticker-plant

Similarly, the FX ticker-plant uses the feed, and has a list of symbols to subscribe to.   

The ticker-plant has the following schema 

quote:([]time:`time$();sym:`symbol$();bid:`float$();ask:`float$())

trade:([]time:`time$();sym:`symbol$();price:`float$();buy:`boolean$())
Custom ticker-plants
It is possible to define a customized ticker-plant using the Reuters or custom feed handler. In order to do so, a configuration script for the ticker-plant must be created, which defines the database schema and the connection to the data feed. As usual, the name of the configuration script will be automatically assigned as the name of the database.  See Appendix C for examples.

Schema
In general, the database schema must be defined so that the first two columns of all the tables are the time and sym columns, i.e. all tables must be of the form:

([]time:(),sym:(),…)

Valid tables have this form because the ticker-plant automatically fills-in the time column with the current time when the update data is received and sorts the tables by the sym column when the data is transferred to the historical database for performance optimization.

If it is necessary to work with tables that do not contain these columns, then the upd, tick and save functions in the ticker-plant and RDB will need to be modified accordingly.

Feed Handler Configuration

Reuters Feed Handler Configuration

The current Reuters feed handler is written with the SSL API and will work with the old Triarch systems or the newer RMDS architecture. All that is required is that a sink distributor be available.

The only configuration issues should be:

· Create or add the appropriate entry to the ipcroute file;

· Ensure that the user account under which the ticker-plant will run has the correct permissions e.g. with DACS.
Modifying the Reuters Feed Handler

The standard Reuters feed handler passes the complete message back from the C library to K, where the required fields are parsed out and inserted into the tables. It is therefore possible to change the fields captured by modifying the relevant K functions. See Appendix E for more details.

Custom Feed Handler
Custom feed handlers are easy to create. This can be useful when it is necessary to work with alternative data feeds or new instruments, to integrate existing data capture applications, or where the desired behavior is significantly different to the standard ticker-plant feed handlers.

There are two main architectures for using a feed handler with the ticker-plant.

1. Standard Approach

· load the feed handler into the ticker-plant process as a DLL or SO library,

· start the ticker-plant by running the config file – tick/ssl.q,

· the config file calls scripts to:

a. load the list of symbols to subscribe to;

b. load the library and call a function from it which designates the entry point,

· the library subscribes for the data and reads it as it arrives,

· either parse the results in C or; pass the entire result back to K where the required fields can then be parsed,

· insert the data into the required table using the ticker-plant's update function.

2. Alternative Approach

· start the ticker-plant with a script that defines the database schema only,

· run a separate application to: 

· subscribe for a list of symbols;

· retrieve the results;

· call the ticker-plant's update function to insert the data.

· The incoming messages are ("upd";`table;records) i.e. in general many records at once.
The first approach has one significant advantage. When updating the database it avoids a possible TCP/IP bottleneck as the feed handler is already in the same process. Data feeds often make use of some kind of built in buffering to improve performance at peak times. This is generally lost if a stand-alone application parses the data one record at a time and passes it to the ticker-plant. This means that we always aim to process as many records at a time as possible. However, if complex feed handling or monitoring behavior is required (or if the feed handler already exists), it may be impractical to use a shared library.

See the sample code below for C and Java example feed handlers.

Java:

C:

Bulk Inserts & Buffering

New feed handlers that will run as a separate application will generally need to make use of bulk inserts to maximize performance. In general it is only possible to insert about 8000-10000 individual records per second into the ticker-plant, but it is possible to insert a list of records almost as quickly as a single one, allowing the collections of 20,000 ticks per second or more (Kdb+ can handle several hundred thousand records per second, but there are generally other restrictions such as latency and the overhead of capturing and parsing the data itself). So the general approach in feed-handler design is to implement some caching mechanism whereby records are collected and inserted in bulk and we aim always to process as many records as possible at any one time.

Using multiple ticker-plants

It is possible to capture much greater amounts of data by making use of multiple ticker-plants. These are then typically queried through the use of a Gateway Server. The data to be captured can be divided up by time zone, alphabetical order, exchange, instrument etc., depending on which is most convenient for query development.
Performance
The performance of the ticker-plant varies with the characteristics of the system such as the processor’s speed, the platform-specific TCP/IP implementation, the database schema, and the feed handler.

Each ticker-plant and RDB (real-time db) can handle 100,000 records per second -- more than enough to deal with all trades and quotes, level2 quotes or options. 

All US equities per day (2004): 

Trades   200MB


Quotes   2GB  


Level2   4GB  


Options  6GB  

The ticker-plant, RDB and historical database are all 24/7. The latency between feed and RDB is less than one millisecond. 

The ticker-plant can publish over 100,000 records per second and therefore can handle many real-time subscribers (not to be confused with the number of clients that can query each subscribing real-time database).

Kdb+ memory usage

The purpose of the RDB is to capture everything and write out the tables at the end of the day.  The RDB uses a lot of space.  The capture and end-of-day processing takes 4 to 6 times the size of the log.

It can be used for ad-hoc queries. But production calculations/continuous queries should be done with customized clients. The RDB can be started or restarted at any time. It will run the entire log and synchronize with the ticker-plant.
The kdb+ Ticker-plant holds only about one second's worth of data in memory (this is configurable and can be more or less). However the RDB stores all intraday data so memory usage in this case is important. The purpose of the RDB is to capture everything and do the end of day save and because of this it uses a lot of space. This is no problem when the system is implemented on 64bit hardware, however in a 32bit system care will need to be taken to ensure that the process does not run out of memory (also known as `wsfull error). The RDB will typically require about twice as much memory as the actual raw data collected as blocks of memory must be continually re-allocated as the size of the tables grows, preventing full use of all memory in the process. As US equity data is currently greater than 1GB per day with the default TAQ schema this means that the RDB will need at least 2.5GB. This leads to the important issue of addressability in a 32bit system.

NB: Note that it is strongly recommended that the kdb+/tick system be implemented using 64bit architecture in order to take advantage of the greater addressability.

Configuring the server for greater addressability-32bit systems

32 bit operating systems have a theoretical limit of 4GB of memory per process, but operating system limitations reduce this figure. For example, Windows NT and Windows 2000 can only handle about 1.6GB data per process and are no longer able to capture a full days data for all US equities. It is therefore highly recommended that Kdb Tick should run on a server using Windows 2000 Advanced Server, Solaris 2.8 or Linux, which can all be configured to allow greater addressability.

	Maximum Addressability in Different Operating Systems

	Operating System
	
	Windows Advanced Server        Linux
	Solaris 2.8

	Maximum Page Space
	
	  3GB                                               3.5 GB
	3.5 GB


Windows 2000 Advanced Server

Add the /3gb flag to the boot.ini file

[operating systems] 

multi(0)disk(0)rdisk(0)partition(1)\WINNT="Microsoft Windows 2000 Advanced Server" /fastdetect /3gb

See http://www.microsoft.com/hwdev/platform/server/PAE/PAEmem.asp for more information.
Solaris 2.8

Check that ulimit –d is set to unlimited.

Linux

3.5GB memory is possible for a k process instead of the vanilla 2GB with linux, but you'll have to recompile your kernel.

See paragraph 5 on 

http://linux.oreillynet.com/pub/a/linux/2002/10/10/intro_gentoo.html?page=2 

for a description for gentoo linux - but its a kernel patch so it isn't limited to any particular distribution.

Real-Time Subscribers
Kdb+/tick includes a number of default real-time subscribers contained in the script c.q, which are in-memory q databases updated in real-time by the ticker-plant. Although it is possible to create ticker-plant subscribers in practically any programming language, non-q ticker-plant subscribers offer almost no practical advantage over a software module directly connecting to the data feed.

Q subscribers, on the other hand, are extremely easy to implement, can be queried in real-time from client applications using any of the several supported interfaces, and offer all the advantages of relational databases extended with the powerful q time-series and analytical capabilities. Moreover, q databases can be designed to alert clients upon specific conditions, such as when certain updates are received, or when a custom analytical query returns a certain value of interest.

Kdb+ Real-Time Databases
A Kdb+ real-time subscriber can be started from c.q using the following command:

q tick/c.q {config} [host]:port[:usr:pwd] –p [port]
The config parameter indicates the subscriber to use from the script c.q. This configuration defines how tables are updated when update messages are received from the ticker-plant. The [host]:port option specifies the host and TCP/IP port that is used to subscribe to the ticker-plant, and also if the ticker-plant is password protected we must also include the usr name and password. As usual the –p option specifies the tcp/ip port that a client must use in order to connect to the subscriber through either through the web interface (which can export query results in HTML, XML, TXT, CSV) or indeed from another q process or external applications. 

The exact procedure used in defining a custom subscriber can vary depending on the specific application, however there are two required steps:

· definition of the upd function

· subscription to the ticker-plant

The upd function must be defined as a dyadic function: the first parameter (of type symbol) is the name of the table that is to be updated, and the second parameter is the data, generally many records to improve throughput (i.e. a q table or a list of records, for the reasons explained earlier, always starting with the time and sym columns).

kdb+ ticker-plants allow table subscription by symbol - i.e. the plant sends only symbol data that the client has requested. This allows slower (desktop java/.net/excel) processes to be connected without the client thrashing to filter unwanted data. The subscription to the ticker-plant takes place by simply sending the following message to the q IPC port of the ticker-plant:

sub [tables;syms]

For example, in order to subscribe to the trade table of the TAQ ticker-plant, running on port 5010 of the local host, the configuration script of the subscriber must include the following commands:

h:hopen`::5010
h(".u.sub”;`trade;`)

 The effects of the above commands is firstly to open a connection to the ticker-plant and then using the process-handle send the subscribe message-note that to subscribe to all symbols we simply send an empty symbol atom as the second argument to the sub function this tells the ticker-plant that the subscriber is interested in data for all of the symbols. To specify a range of symbols the call would be

H(".u.sub”;`trade;`IBM`MSFT`KX`FD)


Real-Time Database
The default Real-Time Database (RDB) is the simplest ticker-plant subscriber. Any data received from the ticker-plant is simply inserted in the local tables, reflecting the ticker-plant database’s schema. Therefore, the RDB is simply a copy of the ticker-plant database that can be queried in real-time by its clients.

As we saw earlier the RDB can be started using the following command:

q tick/r.k 5010 -p 5011

As the ticker-plant stores no data in memory the main purpose of the RDB is to capture everything and write out the tables at the end of the day. It can also be used for adhoc queries but production calculations/continuous queries should be done with customized clients. Moreover, should the RDB ever fail or need to be shut down, all the available data will be automatically reloaded from the log upon restart, with no loss of data.

The RDB can be [re]started at any time during the day without overloading or delaying the plant. This is because the RDB loads the day's tick data from disk and then continues to receive updates via tcp/ip.

Notice that the RDB works with any ticker-plant without specific configuration, except for the hostname of the ticker-plant (if not run on the local host) and the port.

TAQ and SYM Subscribers
A few example subscribers for both the TAQ and SYM ticker-plants are included in Kdb+/tick installation in the scrip c.q. These show how to implement specialized subscribers that only use the received data to update summary tables or specific analytics.

Subscribers can be started as described above:

  q tick/c.q move :5010 –p 6001 
Moving Vwap

  q tick/c.q all :5010 –p 6002 

All the data-like RDB
  q tick/c.q last :5010 –p 6003 

Last tick for each sym

  q tick/c.q tq :5010 –p 6004 

All trades with then current quote

  q tick/c.q vwap :5010 –p 6005 
Vwap for each sym

  q tick/c.q vwap1 :5010 –p 6006 
Minutely Vwap

  q tick/c.q hlcv :5010 –p 6007 

High Low Close Volume

  q tick/c.q lvl2 :5010 –p 6008 

lvl2 book for each sym

  q tick/c.q nest :5010 –p 6009 

nested data, for arbitrary trend analysis

  q tick/c.q vwap2 :5010 –p 6010 
vwap last 10 ticks

  q tick/c.q vwap3 :5010 –p 6011 
vwap last minute

The script c.q can be easily modified to create further customized subscribers.

Performance
Inserts into the real-time database from the data feed are done at up to 100,000 records per second.  Queries on in-memory data are done at up to 10,000,000 records per second.  For disk-based data, querying is carried out at 1,000,000 ticks per second 

Most queries execute in milliseconds on the Kdb real-time databases. It is possible to time the query evaluation by preceding the query statement with "\t ", as in

q)\t select avg size by sym from trade

Failure Management

Backup and Recovery

Kdb+ databases are stored as files and directories on disk. This makes handling databases extremely easy because database files can be manipulated as operating system files.  Backing up a Kdb+ database is implemented by using any standard file system backup utility. This is a key difference from traditional databases, which have their own back-up utilities and do not allow direct access to the database files.  Kdb+’s use of the native file system is also reflected in the way it uses standard operating system features for accessing data (memory mapped files), whereas traditional databases use proprietary techniques in an effort to speed up the reading and writing processes. 

Kdb+ databases are easily restored by retrieving the relevant files from the backup system. Restored databases can be loaded just like any others because they are simply file system entities. 

Failover and Replication

Ticker-plant Failure

The usual strategy for failover is to have a complete mirror of the production system (feedhandler, ticker-plant and real-time subscriber). This is often referred to as an active-active disaster recovery scenario. While there are other ways to provide additional backup, there is generally no real alternative to having a parallel collection system for a high availability solution.

Switching from production to disaster recovery systems can be implemented seamlessly using kdb+ inter-process communication.

Clients that have subscribed to the ticker-plant will receive a closed connection callback to .z.pc. They could then use this to seamlessly switch over to the backup.  

An end of day script is also required to copy the backup historical data into the main database should the master ticker-plant fail - this could be a simple check for the existence of the daily directory.

A similar mechanism to the one above could also be used for switching to a backup historical database, but this is less important as it can be easily restarted without loss of the original data.

Real-time Database Recovery











When the RDB goes down, it should be restarted (either manually, or using system tools).  However, it will have lost all the intra-day data so far.  To regain this, it sends a subscription request to the ticker-plant which returns a message containing the location of the log file, and the number of lines to read.  The RDB replays the number of lines specified from the log file, storing the results.  In this way it regains an up-to-date set of data.

The restarted RDB receives all subsequent updates from the ticker-plant.  If updates arrive whilst the RDB is reading from the log file they are buffered in the TCP/IP buffer.

Replaying the log can potentially take several minutes towards the end of the day.

Replicated Databases

An in memory database can be replicated using the -r flag when starting Kdb+.

The replicated database must be started first on a TCP/IP (-p) port. Then the master is started with -r using the port and (optional) host name as arguments.

There can only be one replica for each master, though these can be chained. However there could be multiple masters feeding a single replica, which then receives the union of all updates.

The replica does not receive the initial data from the master - it must load any at start-up. Only changes to the data are sent to it using IPC. There is no automatic way to re-sync the databases if either the master or replica goes down.  It would be straightforward to write functions to do this if necessary (similar to the real-time subscriber and the ticker-plant), though there could be the risk of blocking the database for too long or even overflowing the TCP/IP buffer (especially in Windows) for large databases.

Data feed failover

There are various options for implementing data feed failover within a custom feed handler, depending on the data feed and connection method. This is not available in the current default handlers.

Multiple Ticker-plants

Failure in a multiple tickerplant environment can be treated in several different ways, depending on the application and failure type.  It is advisable that there would be a complete backup system, similarly to a single tickerplant environment.

If a tickerplant fails, one possibility is to switch the entire system to the backup system.  Another possibility (although more complicated) would be to just switch the relevant failing parts to the backup system.  

It should be noted that with an adequately specified 64-bit system, one tickerplant will be enough to capture all the data from a feed.

Hardware Failure

A failure of the hardware upon which any of the elements of the system are running is treated similarly to a software failure, provided the backup systems are running on different hardware.  If, however, the backup system is running on the same hardware, no recovery can easily be made.

Appendices

Appendix A: Troubleshooting Kdb+/tick and Kdb+/taq

Memory

To ensure optimal use of the system, ensure that:

· no swapping is taking place

· no process is close to using up all available addressability

From the q console it is possible to check the amount of memory being used by typing \w. The first number returned represents memory in use. The second number returned represents total memory allocated.  The third number is the amount of memory mapped data and the fourth number is the maximum amount of memory used so far at any one time.

CPU

CPU usage is primarily dependant on the number of ticks being captured. It can also be affected by the use of logging or the number of real-time subscribers etc. In general, ticker-plants that capture the main US Equities can operate at less than 10% of one CPU with peaks of up to 30% at market open. Any regular peaks higher than this, or a tendency for CPU usage to increase during the course of the day, could indicate a problem.

Disk IO

File-write speed is critical if transaction logging is being used in the ticker-plant. File read speed is often the dominant factor in the time taken by queries against the historical database. It is therefore important to ensure that the drives being used are sufficient for these tasks and investing in fast hard drives will provide substantial benefits when using Kdb+/tick and kdb+/taq.

The minimum recommendation is a hard-drive capable of 20MB/s. In general it is difficult to test read speeds due to caching, but write speeds can be tested with the commands below. If transaction logging is to be used it is also worth testing that file append operations do not degrade as file size increases, since the log file can be hundreds of megabytes in size by the end of the day and slow logging could result in ticks being dropped at market close.

\t .[`:c:/foo;();:;key 25000000]

/write 100MB
\t .[`:c:/foo;();,;key 25000000]

/append 100MB
Errors

Most feed handlers will generate error logs when a problem occurs. With the Reuters feed handler, a file with a name of the form SSL_elog5418 will be created in the ticker-plant’s current directory.

Useful error information may also be available through the sink distributor or data source.

Additionally, it is generally useful to redirect standard output and standard error from the ticker-plant to capture any messages generated by Kdb+.
Messages

The best way to monitor messages being received by the Kdb+ databases is to override the message handlers .z.ps, .z.pg and .z.ph.  These can then be used to log all messages received or sent.  

Another useful place to add a trace (using 0N!) is in the function f in ssl.q when using the Reuters feed handler – this function will receive all of the raw messages from the feed (this can be a lot of output though).

Kdb+ License
An error message of abort: k4.lic indicate a problem with the license or its location. Kdb+/tick and Kdb+/taq will not function correctly without a valid license file ‘k4.lic’.

A full license is provided by Kx Systems when the product is purchased; a temporary one is supplied for an agreed evaluation period or Proof of Concept. This file must be located in the current directory (i.e. the one that Kdb is started from), $HOME/k4 (Unix), C:/k4 (Windows) or $WINDOWS (Windows e.g. C:\WINNT).

The license owner and expiry data should be printed out when Kdb+ is started. 

Appendix B: Technical Implementation of Ticker-plant

The source code for the ticker-plant is now provided with the distribution, to allow customization of its behavior as required. The 2 core files are ‘tick.k’ and ‘u.k’, which should be present in the k4 directory.

Key Variables

.u.d: stores the date at start-up. This is the value inserted into the date column when the data is saved and will be used for the name of the new partition.

.u.L: schema, used to create the logfile.

.u.d: today’s date in local time.

.u.i: the count of the log file, i.e. the number of messages of the form (`upd;t;x) that has been appended to the log file.

.u.l: this is the handle to the log file and is used to append messages to it(as in tcp/ip, handle"message").

.u.t: all tables in the current tickerplant process.

.u.w: this is a global dictionary which contains the connection handles and sym subscription lists for each table in .u.t for all subscribers.

Key functions

.u.upd: all inserts to the ticker-plant should be passed in through this function. It firstly checks if day end has occurred-if so it calls .z.ts immediately. Otherwise it performs the following steps:

1. If there is no time column on the incoming data it adds one.

2. An insert message is created and executed (this results in the new data being inserted into local tables).

3. The message is appended to the log and the count of the log incremented.
.u.pub: called by the timer trigger.  This publishes the data to each of the connection handles specified in .u.w.  It only publishes to clients the (subsets of) tables and symbols that they have subscribed to.  It uses the connection handles to call the client upd functions.

.u.sub: when a client subscribes it (asynchronously) calls this function with the table and sym list as arguments. This function then adds the process handle of whoever called it together with the sym list (the second argument) to the subscription list .u.w. It also immediately returns to the caller a two element list, consisting of the name of the table they subscribed to plus the data.  Subsequent to this the caller will be updated asynchronously via the pub function.

.z.ts: this is a timer called every heartbeat(specified at startup or by changing the value of the \t variable). This is where the publishing to the custom subscribers is done. When this is called (either every heartbeat or else by .u.upd if it’s the end of day), it does the following things: 

1. Calls .u.pub with all local tables(.u.t).

2. Clears all local tables (reducing memory).

3. Checks for day end.  If day end has occurred, .u.end is called and .u.d is incremented by 1 (rolling the date forward).  If there is a log the handle to this (.u.l) is closed and a new log is created by calling .u.ld with the new date. And the whole thing begins again.

.z.pc: this is the closed connection callback and is called whenever a connection is closed, it uses the function .u.del to delete the corresponding connection handle from the subscription list specified in .u.w
.u.end: this is the message sent from the tickerplant to each of its subscribers and the RDB at day-end.  In the RDB the end function is particularly important in that it tells the RDB to save its current data to the historical database, reload the historical database and also to cleanout its tables readying them for a new days data.

Other functions

.u.del: deletes a connection handle from the subscription list.
.u.sel: As subscription to the TP is table is sym based this functions is used to only get the data for a specific sym list or in the case of a subscriber subscribing with ` as the second argument, all the data.  

.u.ld: this is the logging function which is called with .u.d as argument. It creates the log (named schemaDATE, i.e. sym2004.05.05) if is not already there, otherwise if the log exists already it gets the count of it (.u.i).  It then opens this log file for appending to (<L)

Appendix C: Custom Ticker-plants

Bloomberg ticker-plant
The Bloomberg ticker-plant is designed to handle Bloomberg equity quotes. The Bloomberg ticker-plant can be started using the following command line (with the usual options):
q tick/bb.q [host]:port[:usr:pwd]
In standard configuration it connects to a ticker-plant running on port 5010.

The default schema is:
trade:([]time:(),sym:(),price:(),size:())

bid:([]time:(),sym:(),bid:(),bsize:())

ask:([]time:(),sym:(),ask:(),asize:())

a:([]time:(),sym:(),value:(),type:())

It also uses ‘bb.dll’.

Appendix D: The Reuters Feed Handler

The 4 standard Reuters ticker-plants all work in much the same way with regards to the feed handler.

There is one q script for specifying the fields to be captured-ssl.q and the schema of the tickerplant is determined from the command line arguments, for example to start a taq feed the following command would be issued

q tick/ssl.q taq 5010

The script ssl.q makes use of the C library ssl.dll or ssl.so which must be located in the folder k4/OS i.e. in the case of windows this would be in c:/k4/w32

The complete Reuters messages are passed back from the C library to K (as the argument to the function f) and it is therefore possible to modify the fields captured without requiring any changes to the C code.

ssl.q


Callbacks from the C library

close

dis

rec
stt

These keep state and notifiy of disconnections etc.

Functions and Variables

d  -
schema

fi -     map of reuters fids to the corresponding formatting functions 

h  - 
handle to the tickerplant process

qf -
quote formatting functions and are obtained from fi@qi

qi -
quote identifiers-list of fids to capture from the feed

tf -
trade formatting functions obtained from fi@ti


ti -
trade identifiers-list of fid to capture from the feed

qj/tj – allows the differentiation between trades and quote

sym -
the RICS that will be subscribed to

f  -
default callback for c library

g  -
map of fid to values from string received from the reuters feed

k  -
function that parses the data

sf -
for taq-gets sym from RIC

sub -
K function mapping ssl entry point to C library-sends the subscription message to reuters -dynamically loaded from ssl.dll

cond/mode -
dictionary for formatting condition and mode codes
In order to capture new fields, the relevant FID and formatting function must be added to fi variable above and the the qf or tf variable (remember to add the fields to the table definition in the schema also). Some new fields may require a new formatting function to be written.

It is fairly straightforward to create new scripts to capture any new instruments that are available from Reuters. Aside from changing the lists of FIDS and formatting functions, it may also be necessary to change the logic in f to distinguish between instrument types and insert the new records into the correct tables. This can be done on the basis of fields (this is how the default implementation differentiates between trades and quotes) or by maintaining a list of RICS for different instrument types etc.
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